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ABSTRACT

Coping with Information Overload is a major chafienof
the 2F' century. Huge volumes and varieties of multiliagu
data must be processed to extract salient infoomati
Previous research has addressed automatic chazatter
of streaming content. However, information inclsideoth
content and associated meta-davehich humans deal with
as a gestalt but computer systems often treat aighar
Random attributed graphprovide an effective means to
characterize and draw inferences from large volumks
language content plus associated meta-data. Tdyerp
describes these methods and their utility, withegxpental
proof-of-concept on the Switchboard and Enron caapo

Index Terms — random attributed graphs, changecorpus [Go97].

detection, statistical inference, coping with imf@tion
overload.

1. INTRODUCTION

We are interested in communications amongst a $et o

entities over time. These entities can be peoplaces,
organizations or devices. We focus on communipatio
comprising human language, encoded in speech, dext
images. Previous research has addressed how
characterize a time series of such content [GrO8)BYK
However, such content is often accompanied by miata-
about the communicants. We refer to this combomatf
content and context as aommunication event We
represent a collection of communication events gsagh,

where the communicants correspond to vertices &ed t

communications correspond to edges. This attribgtagh
structure allows us to characterize and draw imiege on
large sets of communication events.

representing information about both the content eomtext
of a set of communication events.

Given a time series of attributed graphs, classic
objectives of signal processing are to ‘estimataratteristic
parameters’ [Op75] or to detect a signal in backgtbnoise
[Va68]. Our approach is to model the data as ofasiens
of an underlying random process, i.eramdom attributed
graph[Se92]. We then apply these methods to information
exploitation tasks involvingtatistical inference

In this paper, we describe the underlying theory,
simulations and experimental proof-of-concept ono tw
statistical inference tasks. The first task dertramss the
utility of a joint model for estimating unseen paters
(demographic distributions) from observed parameter
estimates (turn-taking style) [Gr09], using the t8hoard-1
The second task demonstrates tlhaing
model of content and context can enable more paoWwerf
statistical inference than either alone. In pat8c this is
shown for detection of chatter-group anomaliesinmutated
data [Gr09a] and in a time series derived from Emeon
corpus [KI04][Pr09].

The subsequent sections are as follows. Sectiwill 2
describe attributed graphs and illustrate theiditytiin
representing sets of communication events. Se&iaovill
introduce and exploit random attributed graphs gsirat
noodel of meta-content (turn-taking behavior) andtegtual
meta-data (demographics). Section 4 will desdBbmoulli
attributed random graphs and demonstrate how change
detection via this joint model can be more powethdn
either content or context alone. Experimental Itesare
then reported for the Enron corpus.

2. ATTRIBUTED GRAPHS

The much-studied Enron corpus comprises a colleatid

This graph can be enriched by extracting meta-data00OK emails amongst ~150 users over several ydéggire

from content (e.g. topic, language, or speaker)emubding

1 illustrates a small subset of that data, wheoh eaw is a

this meta-contentis edge attributes. One can further enrichmulti-dimensional heterogeneous feature vector vedri

the graph via vertex attributes encoding meta-dhtaut the

from an individual email. There is external metdadsuch

communicants (e.g. gender, age or name.) Suchta das the date and time that an email was sent, pies meta-

structure is denoted anattributed graph [Wa94]

data indicating the sender and recipient. Thus, car
encode this data as an attributed graph, with the



communicants corresponding to vertices and withictop
labels encoded as edge attributes.

A four-state Semi-Markov model is trained from this
data via maximum likelihood estimation, with gamma

The Switchboard corpus comprises ~2500 topicatlistributions modeling duration within each stat@ivisive

telephone conversations, each between a pair edlécm
~500 speakers.
information such as gender, age and education. eBoh
spoken conversation,
annotation and experiments involving meta-conteichsas
speaker, topic, transcription and speech activity.

clustering in this model space defines two turnrglstyles,

For each speaker, there is denfdgrapwhich correspond to different demographic distriitos.

For example, while the global demographics of geride

there exists a wide variety of:1, for styles 0 and 1 the demographics are 2d &A@

respectively.

Figure 2 shows the corresponding communications

graph, where each vertex corresponds to a speallezach
edge to a spoken conversation. The data colledton
Switchboard allowed participants to initiate a cersation,
whence the collection system paired the initiatathva
willing interlocutor. The communications graph
demonstrates a familiar bow-tie structure, whereneso
speakers only initiate and some only respond togsis to
participate. The degree of each vertex correspdada
‘willingness to participate’ for the correspondispeaker
[Gr09].
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Figure 1
lllustrative Data from the Enron Corpus

3. ESTIMATING UNSEEN PARAMETERS USING
THE JOINT DISTRIBUTION

We review the experiment [Gr09] which constructd #men
exploits a joint model of demographic (context) anch-
taking behavior (meta-content). This joint modsl a
random attributed graph, with demographics
speaker/vertex attributes and turn-taking behaemredge
attributes. This experiment illustrates the uytilitf a joint
model
distributions)
behavior).

As illustrated in Figure 3, each speaker in
conversation can be active (state A) or inactivatésl).
This state is automatically derived from conterat speech
activity detection. Four dialog states can beugstl as
shown: Al, AA, IA and II.

from observed parameters (turn-tgkin

Initiate only
43 speakers

Receive only
142 speakers

Initiate and Receive
335 speakers
1623 edges

113 edges

Figure 2
Communications Graph from Switchboard Corpus

Side 1: 5,(t) | A 1 A
Side 2: 5,(t) A | A |
Dialog State:
5(t) IA (] Al (AA| A (| Al
Figure 3

Dialog States induced from Speech Activity Detectio

Figure 4 illustrates how one can enrich the iniialtex
attributes. Consider the vertex/speaker labeledTte X,
denote the external demographic attributes providethe
Switchboard corpus. Thé¥ denote the turn-taking style of
each dialog. One can then induce a turn-takinig $ty the
speaker , which we denote ag(Y), which is some function

a%f the individual dialog-styles.

We can further enrich the vertex attributes viaphra
derived meta-data, e.g. the degree of the verexoted#v.

in estimating unseen parameters (demographithis degree measures the willingness of an indalicdo

participate in the data collection.
This random attributed graph provides a joint maafel

aedge attributes (Y terms are estimated from therviable

speech content) and vertex attributes (the X temnesnot
observable from content). The most basic appbcatf a

joint model is to infer distributions of unseen g@eters

from those of observed parameters. Exploiting olesk



turn-taking behavior improves the estimate of derta
demographic features (e.g. gender and accent) [Gr09

)
#

Figure 4
Enriching Vertex/Speaker Attributes

4. CHANGE/ANOMALY DETECTION

Given a time series of graphs, Figure 5 illustraehange-
point from a homogeneous graph to the appearanan of
anomalous chatter-group. This is denoted &glaey and
egg anomaly.

Figure 5
Change Detection in a Time Series of Graphs

Figure 6 illustrates an egg anomaly within a Befiou
random attributed graph. The noisenull hypothesids a

graph with n vertices, where each pair of vertices arestatistic Tc = number of edges labeled with topic 1.

connected with probability . This random graph is also
denoted arErd s-Rényigraph,ER(n,p)[Er59]. Each edge
is then labeled with topic 0 or 1, with= Prob(topic=1) .
We denote this random attributed graphE&C(n,p,), i.e.
Erd s-Rényi withcontent-derive@dgeattributes

The signal oralternative hypothesigadds to arERC
graph an anomalouERC subgraph (egg) wittm vertices
and different parameterg and ’ This alternative
hypothesis is denotel(n, p, , m, g, ') as illustrated in
Figure 6. The change detection task is then tetcoct a
statistical test for these hypotheses. This canebast via
traditional signal detection notation as follows.

In Figure 7 let Gy(t) denote the background noise overindicate the boundaries where(q,

time, an i.i.d. random process with underlying ritisttion
given by theERC model. LetGg(t) denote the signal,

corresponding to the egg anomaly. Their s@y(t)+Gs(t)
is the alternative hypothedis The statistical inference task
is to detect the presence of the signal in noise.

Figure 6
Kidney/Egg Anomaly
in a Bernoulli Attributed Random Graph

Gy(t)

Gs(t) + Gy(t)

Gs(t)

Figure 7
Detecting Signal (Egg) in Noise (Bernoulli Graph)

We briefly review the results [Gr09a], proving that
detector based on a fused test-statistic combinmgent
and context can be more powerful than a test basesther
alone. Consider the graph-based test stafigtic number
of edges in the graph. Then consider the contased test
A
simple fused test-statisticTs = Tg + Tc .

Given the parametesf K(n, p, , m, q, '), we select
values of the null parameteps =0.5 with a fixedm. For
any particular alternative (signal) parameteys ' in
[0.5,1.0], Monte-Carlo simulations can compute plogvers
of these three tests for a fixed significance |gvel0.05),
denoted ¢ , ¢ and . We consider a measure of relative
power between the fused test and the individualg, ")=

F— max(g, ¢). is positive when the fused test is more
powerful than either content or context alone. Témult of
this simulation is shown in Figure 8, withplotted as grey-
scale versus g and , where lighter is bigger.. The curves
=0 . The point
indicated by * is where is maximum.



Within the Enron corpus, [Pr09] considers a timecontent and context via statistical inference ondomm

interval during 2001, which is stable as measurgddan

statistics illustrated in Figure 9 These involve (possibly

attributed) edge counts in some neighborhood o&riex
normalized over recent history. Meta-content patameis
estimated from topic identification on the emaihtant.

We can inject an egg anomaly into that stable reg®
follows: during a particular short interval, ramdly select a
subset of m vertices and replace edges withintloak with
others generated via paramet@ys ') of theK model.

Upon performing Monte Carlo experiments with many [ 5

replicates of such anomaly injection, we observeveyo
results analogous to those in the simple hypothtesis of
ER(n,p) versusK(n, p, , m, g, ). That is, for certain
parameter values, a scan statistic based uponeoioth and
topic counts is more powerful than one based upthrere
alone. Figure 10 shows that the power of the thesés

increases as doas, the egg-size. Examining the values at

m=13, observe ¢ =0.25.
=0.6.

¢ =0.2 and ( = 0.85. l.e,,
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Figure 8
Power difference as a function of anomaly parametsr

(sfea

051012

2t e
0308014 0
032201 1 0
(Weset 40
WLt 4 0
050301 4 0
05700
13510
it}
Liclal

Figure 9
Stable Region of Enron Corpus

5. CONCLUSIONS

In conclusion, this paper has provided an overvivd
introduction to our research on exploiting joint aets of

attributed graphs.
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Figure 10
Test Power of Scan Statistics for Enron as m increas
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